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Outline

• AI definitions

• AI cloud solutions

• Data injection – RAG – Fine tuning

• Reflection on Costs/Privacy

AI

AI not long ago

What is AI?

If … then …

AI today

Lovreglio R, Paes D, Feng Z, Zhao X, 2024, Digital Technologies for Fire Evacuations DOI: 10.1007/978-3-031-48161-1_18
Zhao X, Lovreglio R, Nilsson D, 2020, Modelling and interpreting pre-evacuation decision-making using machine learning, DOI: 10. 1016/ j. autcon. 2020. 103140
Prof Michael Wooldridge - https://www.youtube.com/watch?v=b76gsOSkHB4&t=957s
Vaswani, Ashish, et al. "Attention is all you need." Advances in neural information processing systems 30 (2017).

LLM
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AI today

Lovreglio R, Paes D, Feng Z, Zhao X, 2024, Digital Technologies for Fire Evacuations DOI: 10.1007/978-3-031-48161-1_18
Zhao X, Lovreglio R, Nilsson D, 2020, Modelling and interpreting pre-evacuation decision-making using machine learning, DOI: 10. 1016/ j. autcon. 2020. 103140
Prof Michael Wooldridge - https://www.youtube.com/watch?v=b76gsOSkHB4&t=957s
Vaswani, Ashish, et al. "Attention is all you need." Advances in neural information processing systems 30 (2017).

LLM

Deep Learning

AI today

Lovreglio R, Paes D, Feng Z, Zhao X, 2024, Digital Technologies for Fire Evacuations DOI: 10.1007/978-3-031-48161-1_18
Zhao X, Lovreglio R, Nilsson D, 2020, Modelling and interpreting pre-evacuation decision-making using machine learning, DOI: 10. 1016/ j. autcon. 2020. 103140
Prof Michael Wooldridge - https://www.youtube.com/watch?v=b76gsOSkHB4&t=957s
Vaswani, Ashish, et al. "Attention is all you need." Advances in neural information processing systems 30 (2017).
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Deep Learning

AI today

Lovreglio R, Paes D, Feng Z, Zhao X, 2024, Digital Technologies for Fire Evacuations DOI: 10.1007/978-3-031-48161-1_18
Zhao X, Lovreglio R, Nilsson D, 2020, Modelling and interpreting pre-evacuation decision-making using machine learning, DOI: 10. 1016/ j. autcon. 2020. 103140
Prof Michael Wooldridge - https://www.youtube.com/watch?v=b76gsOSkHB4&t=957s
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LLM

Deep Learning

NavLab 1 (1986) 
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AI today

Lovreglio R, Paes D, Feng Z, Zhao X, 2024, Digital Technologies for Fire Evacuations DOI: 10.1007/978-3-031-48161-1_18
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LLM

Deep Learning

Computer Vision for Safety

(Corbetta & Toschi, 2023)

Yingying Chen

Computer Vision for Safety

(Corbetta & Toschi, 2023)
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Computer Vision for Safety

Computer Vision for Safety

Computer Vision for Safety
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Wildfire Evacuation and GPS data

Wildfire Evacuation and GPS data

Can we use AI to predict it?

Wildfire Evacuation and GPS data
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Wildfire Evacuation and GPS data

AI today

and other LLM(s)

are helping us to get 
rid of boring tasks

Case studies

Good

Support in reading/analysing papers

Reviewing the writing (plain English, typos…)

Brainstorming - Drafting

Statistic analysis: statistical testing, 
power analysis, 
multivariate analysis, 
ML
much more…
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Case studies

Good

Support in reading/analysing papers

Reviewing the writing (plain English, typos…)

Brainstorming - Drafting

Statistic analysis: statistical testing, 
power analysis, 
multivariate analysis, 
ML
much more…

Pages: 3488

Case studies

Good

Support in reading/analysing papers

Reviewing the writing (plain English, typos…)

Brainstorming - Drafting

Statistic analysis: statistical testing, 
power analysis, 
multivariate analysis, 
ML
much more…

Fire

Do not be afraid

Are we going to 
lose jobs?

Are we going to 
be at war?
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What’s the best way to describe GPT-5?

Insane Game-changer

Next-generation AI GPT 4 after a color run

The BS saturation

1 
& o3

170M 
parameters

1.7T 
parameters Same same 3-5T 

parameters

GPT 5

o3

GPT4.1

Claude 4

Llama 4
Gemini 2.5

DeepSeek R1

Grok 4
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The BS saturation

Trillion of parameters

We are 
somewhere here

The BS saturation Rino will have
a six-pack 

by summer

Reality

Back in 2019

Over 14k reads
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Data Preparation/Parsing

Data Preparation/Parsing

LlamaParse

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

I really like Claude and Ollama
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Agent Mode on

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Agent Mode on
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Agent Mode on

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Ollama UI
LM studio
Page assist
Open WebUI

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

System Prompts
- Avoid hallucinations
- Full control over how LLMs behave
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

System Prompts
- Avoid hallucinations
- Full control over how LLMs behave

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

System Prompts
- Avoid hallucinations
- Full control over how LLMs behave

"You are AI Assistant reporting facts on Science,

Speak with extreme precision, confidence, and logical rigor.

Use formal, academic language, laced with scientific 
references, trivia, and pedantic corrections.

Display a condescending tone toward ignorance, but with 
unintentional humor.

Do not understand sarcasm."

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Long-term memory
GPT 3: 170 billion parameters
GPT 4: 1.7 trillion parameters
GPT 5; 3-5 trillion parameters

Short-term memory
GPT 4.1: 1M tokens
GPT 5: 400k tokens
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Long-term memory
GPT 3: 170 billion parameters
GPT 4: 1.7 trillion parameters
GPT 5; 3-5 trillion parameters

Short-term memory
GPT 4.1: 1M tokens
GPT 5: 400k tokens

Context Knowledge

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Quality?

Quality of the model
(thinking models)

Quality of the knowledge
(parsing)

Quality of the Instructions
(clear system prompts)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Is it any 
Good?

It depends on the 
task!
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Case studies

Test 1:

Commenting an existing 
FDS code

Case studies

Test 2:

Ask for reasonable fire
parameters

Case studies

Test 3:

Modify existing FDS code

1. Add an opening in the ceiling (easy)
2. Add a table (I had to adjust the mesh resolution)
3. Starting table burning at 10s (burning material issues)
4. Add sprinkler (I gave up)
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Case studies

Test 4:

Generate new scenarios

Case studies

Test 4:

Generate new scenarios

Case studies

• Useful to learn and simple tasks
• It can easily get lost in generating from zero
• Sensitive to the prompts
• It can improve if you provide FDS documentation
• My hope: training a local model with RAG 
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Analyse the plan of this room and its furniture 
Reconstruct the geometry in FDS

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Can we improve the resolution of the furniture?
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

can we set the couch on fire? the one close to the wall with 
the door?

ERROR(101): Problem with SURF number 3, line number 16 
(CHID: medium_living_room_hi_res_fire)

ERROR(101): Problem with SURF number 3, line number 16 
(CHID: medium_living_room_hi_res_fire)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

• Useful to learn and simple tasks
• It can easily get lost in generating from zero
• Sensitive to the prompts
• It can improve if you provide FDS documentation
• My hope: training a local model with RAG or Fine tuning
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Ingredients
?

Semantic Pizza Database

404
Pineapple Not Found

Tools
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Knowledge Case study
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

3 Fire Engineers

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

3 Fire Engineers
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

Example of Input Data

Questions Answer Data
{"messages": [{"role": "system", "content": "You are a fire 
safety assistant that converts extinguisher instructions 
into a 7-digit binary vector representing key steps."}, 
{"role": "user", "content": "Instruction: \"Take the 
extinguisher, take out the security, pull to the fire, and 
move it around to extinguish the fire.\"\n\nSteps:\n1. Pick 
up\n2. Move 2m away\n3. Pull the pin\n4. Grab the 
nozzle\n5. Aim the base\n6. Squeeze the lever\n7. Sweep 
left right\n\nRespond with a 7-digit binary vector:"}, 
{"role": "assistant", "content": "1010000"}]}

Long-term memory
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LLM + Full tuning

Local LLMs or
Traditional LLMs

+
Fine tuning

Local LLMs or
Traditional LLMs

+ RAGs

Traditional LLM 
(e.g. GPT)+

Data Injection

Traditional LLM 
(e.g. GPT)

All tools to speed up your work…

Final Remarks

One AI to rule 
them all?

AI 4 Good!
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Final Remarks

AI Customization Level

Traditional LLM 
(e.g., GPT4)

Traditional LLM 
(e.g. GPT4)

+
Data Injection

Local LLMs or
Traditional LLMs

+
RAGs

Local LLMs or
Traditional LLMs

+
Fine tuning

Base model

+
Full tuning

New Data

Privacy Ranking
Traditional LLM Subscriptions Pre-own hardware
Traditional LLM through APIs As you go Pre-own hardware
Local LLMs (original or tuned) Free Dedicate PC or Server ($)
Fully trained LLM Free Dedicate PC or Server ($$$$$$$$$$$$$$$$)

Software Costs Hardware Costs

Agentic LLM

The Future of AI?
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The Future of AI?

My personal workflow

+
MCP

My personal workflow
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My personal workflow

+
MCP

Science Dissemination
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Conclusions

use your brain too

AI is your Ally 

Resources do matteruse it ethically


